
Is Dimensional Modeling One of the Great Con Jobs in Data Management History? 
Part 1

by Tom Haughey 

Summary: This article reexamines the concept of data design for analytical systems such as the date warehouse. It takes a close look at dimensional modeling and defines its proper role and context. It also positions ER modeling, dimensional modeling and other forms of modeling into a general framework.
It seems as though every dimensional modeler in the world loves to take a pot shot at the entity-relationship (ER) model. It also seems that the same dimensional modelers would benefit from a chat with Yogi Berra, who said: "In theory there is not much difference between theory and practice. In practice, there is." There is another saying, "Don't knock it 'til you've tried it." 

This article is about analytical modeling. It will reexamine the concept of data design for analytical systems such as the data warehouse. It will take a close look at dimensional modeling and define its proper role and context. It will position ER modeling, dimensional modeling and other forms of modeling into a general framework. It will openly ask some questions. Is dimensional modeling the end-all and be-all of data warehousing? Or, is dimensional modeling one of the great con jobs in data management history? 

Properly addressing the matter of analytical modeling first requires a number of definitions. Without these, we would be talking in circles. Next, we will present and briefly discuss some special and difficult issues concerning analytical modeling. 

Levels of Data 

For years, data management people believed that there was only one real, persistent level of data ​– the operational level. All other data, while accepted, was derivable from this level. This is not true. There are several levels of data within an organization. The reason stems not from information technology (IT), but from business. 

Classically, there are three major levels of management and decision making within an organization: operational, tactical and strategic (see Figure 1). While these levels feed one another, they are essentially distinct. Operational data deals with day-to- day operations. Tactical data deals with medium-term decisions. Strategic data deals with long- term decisions. Decision making changes as one goes from level to level. At the operational level, decisions are structured. This means they are based on rules. (A credit card charge may not exceed the customer's credit limit.) At the tactical level, decisions are semi-structured. (Did we meet our branch quota for new loans this week?) Strategic decisions are unstructured. (Should a bank lower its minimum balances to retain more customers and acquire more new customers?) 


Corresponding to each of these decision levels are three levels of data. These levels of data also are separate and distinct – ​ again, one feeding the other. Not all strategic data can be derived from operational data. In an organization, there are at least four different kinds of data, including: internally owned, externally acquired, self-reported and modeled. External data, such as competitive data, is obviously acquired from outside agencies. Modeled data is data that is mathematically created (e.g., data created by analyzing customer characteristics and market demographics, and producing such measures as market segments). External and modeled data do not exist in the operational environment. Strategic data is usually comprised of internal and external data, roll-up hierarchies and modeled data. 

Levels of Analysis 

There are many levels of reporting and analysis that range from fairly structured to quite unstructured. These levels are exemplified in Figure 2. 
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Figure 2: Levels of Reporting and Analysis
Characteristics of Analytical Data 

Analytical data has its own characteristics. It is management-oriented, historical, query-oriented and integrated. 

Management-oriented. Analytical data focuses on management measures. To do this, it often uses different grains of data, such as transactions, periodic snapshots and summaries. Management data is often rolled-up to different levels. Management also requires some cross-functional information. External data is often used to supplement internal data. 

Historical. Management needs several years of historical data to reveal trends. This allows year-to-year comparison and reveals patterns over time. Therefore, changes in facts and dimensions need to be kept over time. A common historical requirement is to allow restated and non-restated versions of the data. This allows management to pose changes and test the effect of the changes on the business. It allows them to restate the past in terms of the present or the present in terms of the past. 

Query-oriented. Analytical data is not used for transaction processing and maintenance but for reporting and different forms of analysis, such as mining. It is mostly read-only. It is not necessarily totally read-only, because some data could be changed as new information is discovered. The analytical environment needs to be able to support a wide range of query types, such as ad hoc, prescribed ad hoc and standardized. The warehouse can be queried directly or used to supply extracts. 

Integrated. Proper analysis and reporting requires data from multiple relevant sources. These can be internal, external, self- reported and even modeled data sources. The data must be reconciled to ensure its quality. This means that it must be cleansed to produce data of good quality. The integration of disparate data is one of the main challenges in the analytical environment. 

Data Modeling Definitions 

Before proceeding, it is essential to establish a number of basic data management definitions because there is so much confusion and conflict around them. Bear with this discussion; it is important. 

An ER model is a logical and graphical representation of the information needs of an organization. There are three main processes involved in ER modeling: classifying, characterizing and interrelating. The objects of interest to the organization are grouped into mutually exclusive classes called entities. These classes are assigned characteristics that describe them, called attributes. An important attribute is the identifier or key. Finally, one class or entity can be associated with another via connections called relationships. 

A logical model is a representation of a business problem, without regard to implementation, technology and organizational structure. The purpose of a logical model is to represent the business requirement completely, correctly and concisely. A constraint of this model is that all redundancy is removed in order to focus purely on the business requirements and rules. A logical model does not presuppose the granularity of the data; this means that a logical model does not require that the data be only at a very detailed operational level. A logical model is not implemented; instead, it is converted to a physical model against which optimizations are performed, and this is implemented. 

Figure 3: Model Examples
Which of the models in Figure 3 is an ER model? Both are. The model on the left is obviously an operational model. The model on the right is obviously an analytical model. It is relatively clear that the model on the left is atomic. However, we don't know about the one on the right. It could be the lowest level we decide to keep, in which case it is atomic to us. Here's an additional bit of business information: we buy this data "as is" from an outside agency. In this case, it is an atomic ER model of analytical data and cannot be decomposed further. 

Either of these models could be implemented as is; however, usually ER models undergo transformation to physical models before being implemented. 

A physical model is the specification of what is implemented. Physical models should be optimized, efficient, buildable and robust. Figure 4 is an example of a possible physical model of the model on the left in Figure 3. 

Figure 4: Physical Model Example
Logical to Physical Transformation 

The conversion to a logical model depends on many factors especially the size and complexity of the data, the complexity of the queries and the number of users. Other factors are shown in Figure 5. 
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Figure 5: Factors for Conversion to a Logical Model 

The conversion from logical to physical models can be simple or complex, depending on the requirements. As is shown in Figure 6, a logical model undergoes several transformations as it progresses from a purely logical model to a physically implemented model. Following is a brief review of some of the possible transformations. We cover three forms of optimizations or trade-offs: safe, aggressive and technical. A trade-off is the emphasis of one feature, which becomes an advantage, against another feature, which then becomes a disadvantage. Trade-offs reflect the simple principle of TANSTAAFL: there ain't no such thing as a free lunch. 
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Figure 6: Progression from Logical Model to Physically Implemented Model 

Safe trade-offs do not introduce redundancy or any integrity compromises. They merely combine or split entities. For example, one could: combine two entities into one, or collapse one entity into another; split entities into multiple tables based on usage; or violate 1NF by including arrays of data or repeating groups of data. 

Aggressive trade- offs do compromise integrity and/or non-redundancy. For example, one could: store derived data, including individual summaries and aggregate tables; add redundant data and relationships; or replace natural keys with surrogate keys. 

Technical trade-offs are DBMS options, structures or parameters. Most of these choices involve subtle compromises. For example, one could: add indices, which can improve query performance but degrade load performance; adjust buffer pool and heap sizes; or replicate data across multiple processors. 

An important observation here is that all models, whether they be operational or analytical, can take some path through this process. 

The factors for both models are the same. It is the value of those factors that changes. For example, the ratio of Customer to Orders tables in online transactional processing (OLTP) is relatively low (e.g., a customer places fifty orders on average in a year). In the analytical environment, the ratio can be much higher because over time, a customer could place hundreds of orders. The number of occurrences of most tables, such as Orders tables, in OLTP is also relatively low. In the analytical environment, it is not uncommon for an Orders table to reach several billion. Tables with these volumes and ratios need to be carefully designed for large-scale query performance. 

Dimensional Modeling Definitions 

A dimensional model, such as the one in Figure 7, is a form of analytical design (or physical model) in which data is pre-classified as a fact or dimension. The purpose of a dimensional model is to improve performance by matching the data structure to the queries. People use the data by writing queries such as, "Give this period's total sales volume and revenue by product, business unit and package." Access can be inside-out or outside-in. When access occurs from dimension to fact, it is outside-in. "Give me total sales in volume and revenue for product XYZ in the NE region for the last period, compared to the same period last year" is outside-in. Access can also be inside-out, in which case the query analyzes the facts and then retrieves the appropriate dimensions. For example, "Give me the characteristics of term life policies for which the insured amount is less than $10,000" is inside-out. 
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Figure 7: Dimensional Model Example 
A particular form of a dimensional model is the star schema, which consists of a central fact table containing measures, surrounded by one perimeter of descriptors, called dimensions. In a star schema, if a dimension is complex or leveled, it is compressed or flattened into a single dimension. For example, if Product consists of Product, Brand and Category, Brand and Category are compressed into Product. This compression causes some redundancy, but can sometimes improve performance. In a star schema, related complex dimensions are denormalized to the extent that they are flattened into a single dimension. 

Another version of the dimensional model is the snowflake. In a snowflake model, complex dimensions are re-normalized. A snowflake model is a model in which a given dimension has relationships to other levels of the same dimension. In the snowflake, the different levels or hierarchies of a dimension are kept separate. In Figure 8's model, Product, Brand and Category would be maintained as three separate but related tables. 
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Figure 8: Snowflake Model 

Denormalization and the Dimensional Model 

The fact that both the star and snowflake are physical schemas can be illustrated by examining a sample model. A dimensional model typically (not always) uses denormalization, as shown in Figure 9: 
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Figure 9: Dimensional Modeling Using Denormalization 

1. It violates 3NF in dimensions by collapsing higher-level dimensions into the lowest level as in Brand and Category. 

2. It violates 2NF in facts by collapsing common fact data from Order Header into the transaction, such as Order Date. 

3. It often violates Boyce-Codd Normal Form (BCNF) by recording redundant relationships, such as the relationships both from Customer and Customer Demographics to Booked Order. 

4. However, it supports changing dimensions by preserving 1NF in Customer and Customer Demographics. 

This systematic degree and pattern of denormalization is reserved for physical models. The important conclusion from this (and other discussions in this article) is that the star schema and snowflake schema are not logical models but physical models. 

Is a Fact Always a Fact? 

A problem with the dimensional model is that data must be preclassified as a fact or a dimension. In addition, only dimensions are permitted to have indices. While this sometimes works, it just as often doesn't. This author prefers the view that data is data and that it is a fact or a dimension relative to the query within which it is used, not in and of itself. For example, we have Delivery Items and Order Items in our data warehouse, each as its own star schema. In many ways, this works fine –​ until we need to relate Delivery Items and Order Items. We do this when we conduct exception reporting. (What Orders did not result in Deliveries?) For this, we need to relate Delivery Items and Order Items. Order Items, which was a fact table, is now effectively a dimension in the exception query. We are told we should not do this; this is a fact-to-fact join. However, in most accounts, we have not had any difficulty doing fact-to-fact joins.1 

Dimensional Evaluation 

Dimensional modeling has strengths and weaknesses. There are three ways to improve performance: use better hardware, use better software and optimize the data. Dimensional modeling uses the third method. The primary justification for dimensional modeling is to improve performance by compromising the data to compensate for the inefficiency of technology. A secondary purpose is to provide a consistent base for analysis. Dimensional modeling comes with a price and with restrictions. There are times and places where dimensional modeling is appropriate and will work, and other times and places where it is inappropriate and will actually interfere with the goals of a warehouse. 

Placement of the Dimensional Model 

Figure 10 summarizes the placement of logical, physical and dimensional data models in the overall spectrum of development. 
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Figure 10: Placement of the Dimensional, Logical and Physical Models 
As you can see, the logical (or ER) model and dimensional model do not cover the same problem domain. The ER model is a logical model and has as its purpose to represent the business. The dimensional model is a physical model and has as its purpose to be an efficient design. A judgmental comparison of the two is impertinent. In fact, it is invalid. People should stop doing it. Writers should stop writing about it. Vendors should stop selling it. 

Applicability of the Dimensional Model 

The dimensional model is very appropriate to certain components of the data warehouse environment. Specifically, it is appropriate for most forms of data marts. Imbedded data marts, which are usually stored aggregates, are inherently dimensional in structure. Certain structures within the enterprise data warehouse (EDW) are also amenable to the dimensional model. These are driven by query needs. For example, if querying would regularly require joining data across many tables and rolling that up as well, a prejoined dimensional structure would be useful. 

Where do the various models fit into the overall data warehouse environment? The dimensional model is appropriate: for most forms of data marts, except where data mining, case reasoning and the like are involved; when the platform, even for the central data warehouse, cannot support a more normalized model; and for aggregates and summaries, which are inherently dimensional in structure. 

The normalized model is more appropriate: for the central data warehouse; when the platform is capable of sustaining it; when the data is of general purpose; and where pure ad hoc must be supported. 

Technology has a significant effect on the choice of data model. One must admit that a dimensional model is a conscious compromise to improve query performance. Suppose that technology was not an issue. Suppose that the technology was so fast it could do a 27- table deep join and still give satisfactory performance. This is a real example as related by Al Messerli, formerly CIO of 3M, who performed it successfully on the Teradata platform. However, if one does not have such technology, then care must be taken. While I still believe the central DW model need not be a fully dimensional model, it should not be a fully normalized model. All models should be optimized based on the requirements of the business. 

Double Meanings 

To make matters worse, the data warehouse industry suffers from a host of double meanings that make it difficult to communicate meaningfully. It is not uncommon for two gurus to disagree about something without realizing that they are not talking about the same thing. Because of this, it is actually necessary to start over and define some terms. 

In my opinion, neither Bill Inmon nor Ralph Kimball uses the term "ER model" correctly.2 Kimball often uses the term "ER Model" as synonymous with a normalized, operational model. Additionally, Kimball presumes that ER models are built as is; however, they are not. ER models are converted to physical models and the physical models are built. An ER model can be used to represent any business problem domain, whether it is analytical or operational. In addition, an ER model can be logical or physical. Further, any logical model can be denormalized when it is implemented. Therefore, comparing an ER model to a dimensional model is not comparing apples to apples. Such a comparison is inappropriate because it assumes that the logical ER model is also the physical model. It implies that a purely logical model undergoes no transformation when being implemented. Nothing could be further from the truth. In fact, a dimensional model is a physical ER model that has been optimized to a specific pattern, namely, the pre-classification of data as facts or dimensions and in some cases, the flattening of related dimensions. 

In addition, it is my opinion that the term logical model is often used incorrectly to mean an operational logical model. Some people contrast the warehouse model with the logical model. This is incorrect, in my opinion. Again, even an analytical problem can be represented with a logical model, consisting only of analytical data. In reality, a logical model is distinct from a physical model. The logical model represents the business information needs of the organization, independent of implementation. A physical model represents that which will be or is implemented, and is optimized. 

The World Is Not A Star 

The world makes up its own patterns, driven by the chaos theory. 

The dimensional model is based on the principle that knowledge consists of structurally associating dimensions with facts. The premise for this, like it or not, is that the questions are reasonably predetermined. It is also based on the belief that compressing data yields data that performs better and is more user-friendly. Frankly, this is derived from an old database design strategy: make the data look like the report. In this author's direct experience with many data warehouses, the exclusive reliance on star schemas will unduly hamper application scalability, cross- functionality and long-term expandability. In addition, using a strict dimensional model in some environments, such as MPP, would completely squander the power of that resource. Many queries do not fit into the category of predefined facts and dimension, such as: Give me the most significant characteristics of buyers placing complete orders of $100 or more. 

Two Different Psyches 

There is an old proverb: Give a man a fish and you feed him for a day. Teach a man to fish and you feed him for life. This proverb has direct applicability to dimensional modeling versus data modeling. The dimensional modeler and data modeler have two different mind-sets. 

Dimensional modelers have been taught to rely on patterns such as stars and snowflakes. They make design decisions based on those patterns. If something is genetically aberrant, either they disallow it or invent another pattern to cover it. For example, data is classified as a fact or dimension. When queries join across two facts, this is a fact-to-fact join. When a fact has no counts or amounts, it is called a factless fact table. Dimensional models are stars or snowflakes. When multivalued dimensions violate the star pattern, "helper" tables are added to rationalize the star. Real-life business, even reporting and analysis, does not fit into set patterns. It creates its own character and needs. The world is not a star. 

The (ER) normalized modelers have been taught to rely on principles. The data of an organization, even the analytical data, has inherent relationships based on the rules and requirements of an organization. They make decisions by applying these principles. They solve the problem by analyzing the need and applying the principles. For example, customer data is identified by Customer ID. If customer data changes over time, then it cannot be dependent solely on Customer ID. It must be dependent on Customer ID and Date. The principle of 1NF is applied. If products come in different colors, then color should be dependent on Product, not Sales Fact. It should be an attribute of Product. Functional dependency tells us this. When the relationship between two entities is many-to- many, an associative entity is created to resolve it. 

Extremes 

As might be expected, both data modeling and dimensional modeling have their extremes. The dimensional modeler passionately rejects things that do not fit into his patterns. By not accepting (or even trying to understand) basic data management principles, he is throwing the baby out with the bath water. On the other hand, the classical data modeler has often forced things into needless abstraction or needless decomposition. The data modeler has enforced the rule of atomic data with excessive rigidity and with blinders on. This has obstructed the whole progress of data management from recognizing the separate and legitimate existence of analytical data for more than a decade. 

Next month, in part two of this article, we will deal with some key issues in analytical modeling including: surrogate versus natural keys, granularity, functional dependency, changing dimensions and history, wide versus skinny dimension tables, separating data based on data usage and helper tables.

References: 

1. The platform used was IBM RS6000 with S80s and UDB EEE. 

2. There is a common misconception among data warehousing authors such as Ralph Kimball and Claudia Imhoff that Dr. Codd and Chris Date invented ER modeling. They did not. In fact, they did not even like it because it did not adequately address integrity rules. ER modeling was formalized by Peter Chen, extended by Charlie Bachman and popularized by Clive Finkelstein and others. 



Part 2
by Tom Haughey 

Summary: In Part 1 of this article, Haughey established some basic and essential definitions for analytical modeling. In this second part, he will address a number of issues critical to analytical modeling of real applications. Along the way, he will discuss how they are handled in logical modeling, physical design and dimensional design.
In Part 1 of this article (see the March issue of DM Review), we established basic and essential definitions for analytical modeling. In this second part, we will address a number of issues critical to analytical modeling of real applications. Along the way, we will discuss how they are handled in logical modeling, physical design and dimensional design. (Figures 1-10 are in Part 1 of the article.)

Surrogate Keys versus Natural Keys 

Surrogate keys are often touted to be a means to database (DB) performance. A surrogate key is a single immutable, non-intelligent identifier used to substitute for the natural key, especially (but not only) a compound natural key.

Surrogate keys should not be confused with artificial logical keys. It is very difficult to find natural keys for primary entities such as Customer, Employee and Vendor. Therefore, we create artificial keys to make the entity unique, such as Customer ID, Employee ID and Vendor ID. These IDs are not surrogate keys because they have a business usage. "What is your customer ID?" "Please enter you Employee ID followed by the # sign." "Where is the payment for Vendor ID 12345?" In addition, these artificial keys may not be immutable over the lifetime of the entity. Surrogate keys are totally artificial and hidden, and are for system use.

For primary entities such as Customer, surrogate keys allow us to retain history. The Customer data would include Customer SK, Customer ID, Customer Name, etc.

Let us look at Order Line Item as an associative entity example. The natural compound key for Order Item could be Order Number, Product ID. A surrogate key for Order Line Item could be Order Key (integer) used to substitute for the compound key of Order Number, Product ID (see Figure 11). Surrogate keys can be used in any physical model. Database management system (DBMS) optimizers generally treat a surrogate key more efficiently than a compound natural key. Retrieving data and joining tables is more efficient with a surrogate key than with a compound natural key. However, a simple numeric natural key will perform equally to a surrogate key.
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Figure 11: Natural Order Item Key and Surrogate Order Item Key
Surrogate keys introduce several complexities not found in natural keys. For example, whereas a natural key will ensure the integrity of the data, a surrogate key requires that integrity be separately enforced. In our example, the natural key of Order Number, Product ID will inherently ensure that a product appears in an order only once. If we use Order Key as the primary key, we have to use an integrity routine to enforce that rule. Other questions arise: Should the affected table include both the surrogate key and the natural key, thereby increasing storage requirements? If you remove the natural keys, do you add a mapping table? How much more complex is it if you query by the natural key but join via the surrogate key?

In a data warehouse (DW) environment, the use of surrogate keys is not a simple decision. It affects the full spectrum of DW processes, namely, the gather, store and deliver processes. The gather process is affected because the keys must be generated and controlled. The store process is affected because the DB must store the surrogate keys and then ensure the integrity of the data via integrity modules. The deliver process is affected because the reporting and analysis must recognize the occurrence of histories and know how to use them.

In summary, logical data models use natural compound keys to help reflect the identity of the data and to ensure integrity. The model itself and its keys inherently ensure this. In a physical data model, this is often replaced with a surrogate key for various reasons.

The main reasons to use surrogate keys are to:

· Save storage by replacing a compound natural key, 

· Insulate the table from operational vagaries and 

· Allow infinite granularity. 

Pros and Cons of Surrogate Keys 

Pros:

· Reduced space requirements by replacing a large combined primary key either in parent or child entities. 

· Isolation of the data from operational changes. 

· Ability to have multiple instances against a given entity. 

· Speed of access when the optimizer uses a simple, numeric index. 

Cons:

· Possible extra storage requirements due to an extra column (if both natural and surrogate keys are retained). 

· Integrity must be enforced some other way. 

· Still need access to the data using natural keys. 

· May have to supplement surrogate keys with a mapping table correlating surrogate key and its equivalent natural key. 

In the analytical environment, it is quite common that the natural keys of facts and of historical dimensions become very large. Surrogate keys can be used to address this. The surrogate key allows the natural key, consisting of many parts, to be replaced by a single identifier. This identifier could be used as a foreign key in other relationships. For example, say we need a cost of goods sold (COGS), and that COGS is determined by Product ID, Location ID and Manufacture Method, and that it varies over time. The natural key is a combination of these attributes: Product ID, Location ID, Manufacture Method Code, Date. We keep these attributes in the table as non-primary-key-foreign keys, but use the surrogate key as the table key, and thereby as a foreign key in other relationships. In Figure 12, the model on the left shows the extra space consumed by natural keys; the model on the right shows how less space is consumed by the surrogate key.
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Figure 12: Natural Key versus Surrogate Key
Granularity 

Granularity is very important in any model, but especially the analytical model. Granularity is defined as the level of detail of the data. Proper understanding of granularity is essential to understanding several of the topics to be discussed later. The more granular the data, the more you can do with it. Excessive granularity brings needless space consumption and increases complexity. You can always aggregate details; you cannot decompose aggregates.

Granularity is not absolute or universal across industries. This has two implications. First, grains are not predetermined; second, what is granular to one business may be summarized for another.

For example, we cannot say that a given grain (e.g., the transaction) is necessary in all data warehouses. What is granular from one perspective may not be granular from another perspective. However, most businesses will benefit by some general base grains. The two primary grains in analytical modeling are the transaction and the periodic snapshot. The transaction will serve most businesses such as selling, direct marketing, brokerage and credit card. The periodic snapshot will serve periodic balance businesses, such as insurance and banking. (This does not imply that insurance and banking would not benefit by also keeping the transaction.)

Granularity is determined by the number of parts to a key and the granularity of those parts. Adding elements to an existing key always increases the granularity of the data; removing any part of an existing key decreases its granularity. Using Customer Sales to illustrate this, a key of Customer ID and Period ID is less granular than Customer ID, Product ID and Period ID. Say we need to keep Vehicles Produced as a measure for an auto manufacturer. A key of Vehicle Make, Factory ID, Engine Size and Date, is less granular than a key of Vehicle Make, Factory ID, Engine Size, Emission Type and Date.

Granularity is also determined by the inherent cardinality of the entities participating in the primary key. Take Organization, Customer and Order as examples. There are more Orders than Customers, and more Customers than Organizations. Data at the Order level is more granular than data at the Customer level, and data at the Customer level is more granular than data at the Organization level.

Changing Dimensions 

Changing dimensions are a fact of life. They are a business characteristic and requirement. Over time, Product attributes change, as do Customer characteristics. Changes, whether rapid or slow, hot or cold, fat or skinny, are well modeled in the entity-relationship (ER) model. The concept of granularity and normalization allow this to happen. One should also assess the value of surrogate keys in allowing you to support changing dimensions.

In my opinion, changes to dimensions are not the big deal dimensional modelers often make of them. For example, Ralph Kimball has said: "The slowly changing dimension approach remains completely consistent with the basic structure of dimensional modeling, in which the fact table of measurements is surrounded by a set of dimension tables, all connected by a foreign key: primary key relationships. The entity-relation modeling approach does not specifically address slowly changing entities."

This last statement is genuinely entertaining. Logical modeling does not need to specifically spell out how to handle changing dimensions because it has established the fundamental principles to deal with them. As an example, an ER modeler encounters a situation where, for a given entity, the attributes vary over time and he needs to keep track of the changes. Customer, for example, is identified by Customer ID with Dominant Vehicle Lifestyle Indicator and Networth as attributes. Dominant Vehicle Lifestyle Indicator classifies a household according to its most expensive vehicle; Networth defines the total liquid assets of the household. Dominant Vehicle Lifestyle Indicator and Networth vary over time. Given these rules, no ER modeler on the planet would knowingly fail to move these into a separate entity and to choose an appropriate natural identifier, such as Customer ID and Date. The reason this can be said is that this concept of slowly changing dimensions is merely an application of first normal form (1NF), which is based on functional dependency.

The rule for 1NF is simple: when an attribute (or group of attributes) occurs a variable number of times within an entity, remove the repeating data to a separate entity, bring along the key of the entity you took it from and combine this with some additional attribute to provide uniqueness and granularity -- thereby the identifier of Customer ID, Date.

Returning to our example, given a Customer, identified by Customer ID and a set of attributes apparently dependent on Customer ID, if we discover that these attributes change over time, then they are not functionally dependent on Customer ID. Instead, they depend on Customer ID and something else, such as Date.

Data modelers know how to do this because they know the modeling rules. In fact, every practicing ER modeler probably applied 1NF on the first models they ever built.

Whether a surrogate key or natural key is used is a design question, not a logical modeling question. In summary, a data modeler would resolve this matter the same way a dimensional modeler does it -- just with a little less fanfare.

Dimensions Changing At Different Rates 

Whenever groups of data change at different rates, it is advisable to ask the question: Should I separate them? If the data forms into groups that tend to change at different times from another group and the groups tend to be used together, then there is a benefit in splitting them into different tables. If some customer data is immutable, other data changes infrequently and still other data changes very frequently, it is advisable to consider separating the data into three tables. In effect, from one table we are creating several tables that have a one-to-one relationship (see Figure 13). Combining and splitting tables is a form of a safe trade-off, covered in Part 1 of this article.
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Figure 13: Splitting Data According to Stability
Size Matters 

In a similar fashion, a modeler should be as much concerned about whether a dimension is fat or skinny as he/she is about whether it changes slowly or rapidly. This is implicit in data design principles.

A table that is fat or wide will have different performance than the same data split into several tables. Data must be split based on data usage. Data that is used together is kept together.

The reason for this is simple. A direct-access storage device (DASD) is divided into sectors for physical storage. DBMSs group rows into pages that fit into these sectors. The skinnier a record is, the more records the DBMS can fit in a page. DBMSs try to read one or more pages at a time. The more records there are in a page, the more data the DBMS can bring in with a single I/O.

ER modeling does not tell you to do this because it is not a logical modeling issue, it is a design issue. Good database design, based on the principles described earlier, has no trouble applying the principles in dealing with matters such as this.

To illustrate this, a recent test revealed that splitting a fat dimension into several smaller dimensions improved performance, and the snowflake schema with its separated dimensions performed slightly better than the star schema with its wide flattened dimensions.

Rapidly Changing Dimensions 

Dimensional modelers often distinguish slowly from rapidly changing dimensions. Speaking of these, Kimball has said, "If the behavior metrics [of rapidly changing dimensions] are not textual and discrete, but are numeric and continuous, then you should place them in a fact table."

Let us think about this remark while examining a real-life example. In this example, our customers are mostly wholesale customers, such as stores. When a customer's sales exceed a defined threshold, they can be assigned a national account status (NAS). NAS implies that a customer will receive special discounted pricing and special merchandising assistance. This change in status can happen often. We need to be able to deal with this in our model. Therefore, we bring in our favorite dimensional consultant, who says, "This is a rapidly changing dimension. Put it in the fact table." Our consultant also tells us not to include a code table for status (which is a dimension) because the table would have two values -- national and non-national status.

We do this. We have approximately 150 NAS customers at any one time; we have approximately one billion rows in our sales fact table. We use Redbrick. One key characteristic of Redbrick is that it will not allow indices on non-dimension columns. NAS is a non-dimensional column, as our consultant advised, so we cannot index it. There are two things our consultant forgot to consider. First, we do not look for customer NAS only when querying sales facts. We often do so in and of itself, or as a subselect within a query. This is a big problem. Not being indexed, the DBMS must do a table scan to get the result. In effect, we scan 1 billion records to get a 150-row result set! Second, our consultant did not consider functional dependency, which would have immediately indicated that NAS was logically dependent on Customer ID + Date, and not the sales fact at all.

Using functional dependency, the logical model for Customer would be very simple as a changing dimension (see Figure 14). This yields a simple rule of thumb: Think twice about putting anything extraneous in a fact table because major fact tables are large. Consider the importance of table and column size and data usage. There can be dire consequences when tampering with a fact table.
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Figure 14: Logical Model for Customer
Functional Dependency 

The fundamental basis for classifying data is functional dependency. Functional dependency means that the attributes within a given entity are fully dependent on the entire primary key of the entity -- no more, no less. An attribute should depend on the key, the whole key and nothing but the key ...

The implication is that each attribute has a one-to-one relationship with its primary key. For each instance of a primary key, there is one set of applicable values; for each attribute, there is only one primary key that properly gives it its identity. For example, in the customer entity, Customer Name, Date of Birth and Social Security Number all belong to the primary key of Customer ID. Conversely, if a customer can have different addresses, each with a different role (but only one role), then the customer address depends on Customer ID + Role.

One implication of functional dependency is non-redundancy. If the columns within each table contain attributes with proper functional dependency, then the simplest way to apply a change to any column is to rely on the functional dependency. Each change will be applied to one attribute in one place. Therefore, if the customer name changes, we go to the customer row and change the name. If new customer address is used as the mailing address, we go to Customer Address Role and change it there. Functional dependency is not irrelevant in analytical models.

This yields a new rule of thumb: Honor functional dependencies first, then sensibly compromise if necessary. In compromising, consider the full context of data usage. The consultant in the previous example did not consider the full usage of the data; he only considered one usage -- namely, if you are looking at sales facts, you can simultaneously look at status. Consider also the full gather-store-deliver cycle in the DW environment. Don't look just at a limited set of queries. What effect will the change have on our batch window? If we enforce functional dependency in our example, we need to update only one row in one table. If we take our consultant's advice, we are adding a column to the load of a very large fact table.

Helper Tables 

Dimensional modelers have developed the concept of helper tables. helper tables usually take one of two forms: helper tables for multivalued dimensions or helper tables for complex hierarchies. It is easiest to explain these with two simple examples.

Multivalued Dimensions 

Consider the example where a household can own many insurance policies, yet any policy could be owned by multiple households. The simple approach to this is the traditional resolution of the many-to-many relationship, called an associative entity. Traditional data modeling has never had any difficulty in dealing with this, and that is all this is. The traditional way to resolve a many-to-many relationship is to create an associative entity whose key is formed from the keys of each participating parent (see Figure 15). Here, a new entity is formed, called Household-Policy, with a key of Household ID, Policy ID. To complete the picture, there would probably be additional identifying attributes, such as Role Code because a given household could play different roles for different policies. A household could own one policy, but be a beneficiary of another, a trustee of a third, and so forth. It doesn't matter whether or not dimensional modelers approve of this; the business rules require it. This helper table is merely an associative entity, and there is absolutely nothing special about it. That does not mean it is not important; it is. However, it does confirm that the world is not a star.

[image: image12.png]i e frersorcon
P ot e
Bt et e





Figure 15: Multivalued Dimensions Helper Table
Complex Hierarchies 

A hierarchy is a tree structure, such as an organization chart. Hierarchies can involve some form of recursive relationship. Recursive relationships come in two forms: self-relationships (one-to-many) and bill of materials (BOM) relationships (many-to-many). A self-relationship involves one table; a bill of materials relationship involves two (See Figure 16).
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Figure 16: Complex Hierarchies Helper Tables
These structures have been handled in ER modeling from its inception. They are generally supported as a self-relating entity or as an associative entity in which an associate entity (containing parent-child relationships) has dual relationships to a primary entity.

Physically, a self-relationship is called a self-join. As examples, an employee can manage other employees, a customer can roll up into different customer groups or an organization can be broken into different organization units. These are actually one-to-many relationships of one instance of an entity with other instances of the same entity.

The second of these is generally called a bill of materials structure because that is where it was initially applied. A typical application of these concepts in analytical modeling is to support complex hierarchies. Hierarchies can be used for summing data to different levels.

A part can consist of other parts; a part can go into other parts. The two methods of traversing these hierarchies are explosion and implosion. Explosion navigates from a parent to all its children, such as: What parts make up this Product? Implosion navigates from any child to all of its parents, such as: In what products is this part used?

The problem with recursive structures is not how to model them; data modeling has always done a fine job of that. The problem is obtaining good performance from them. Let us examine each in turn.

The self-join is actually a very competent way to handle this hierarchy requirement even in a DW environment. To allow rapid retrieval, the self-join is usually supplemented with indices on either the child key or the parent key, or both, depending on usage. Recent tests conducted on IBM's UDB and Teradata have indicated that the self-join has acceptable performance. (Please note: physical tests are dependent on the platform.)

The BOM or many-to-many recursive structure is another matter. Other tests have revealed that this does not perform as well - at least using the recursive table function of IBM's UDB EEE. It performs somewhat slower than a self-join. However, there are ways to work around this. One way is to make the BOM into a self-join, keyed on child (or parent) and redundantly carry the ancestor (or descendent) data.

Kimball describes another way as shown in Figure 17. This approach has been called Descendent Tables by the data management industry for some time now. In his article, "Help for Complex Hierarchies" (DBMS -- September 1998), Kimball has an example that will work efficiently. Like all descendent tables, it requires populating all paths from every parent to every child. The traditional hierarchy populates only from every parent to its immediate children. There is one potential problem with the descendent table solution. Because we store every path from every parent to every child, it is possible that in attempting to navigate the hierarchy, some BI tools will redundantly count the data. Some other tools will not be able to use it because they require the data in a different format (such as flattened). This possibility is entirely dependent on the BI tool.
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Figure 17: Kimball Example - Descendent Tables Source: DBMS - September 1998
In structured query language (SQL), descendent tables will give the required roll-up results but will not provide an orderly presentation of the entire dimension in correct order by parent and child, as in a kind of outline (top to bottom, left to right).

You may use a universal sequence number that runs throughout the entire dimension hierarchy, from beginning to end, to keep all the parent-child relationships in a given order. In relational technology, tables are not ordered. With a universal sequence number, the structure would be very efficient and could be navigated top to bottom, left to right (or bottom to top), and still provide acceptable performance. It is important to observe that both of these concepts are applications of data modeling principles that have been around for decades.

It is worth looking at Kimball's example for another reason: it shows a many-to-many relationship between the customer and sales entity. It points the customer number in the helper table with the purchasing customer number in the fact. In fact, the model he shows is not a data model at all, but a partial access path map. There really is no many-to-many relationship between Customer-Customer (the helper table) and Sales in any true data modeling sense. The many-to-many relationshiop is between Customer and Customer-Customer (the helper table) and back to Customer. A couple of things can clarify this. In data modeling, when a one-to-many relationship is drawn, the key from the one-end serves as a foreign key at the many-end. It is a deviation from data modeling rules to draw relationships only where columns are joined. A transaction map in an access path can do this, but not a data model. This is another example of what I mean when I say that too often, dimensional modelers do not understand basic data modeling principles. The proper model for this structure, without changing any data or requirements, is shown in Figure 18.
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Figure 18 Proper Model
Symmetrical and Asymmetrical Hierarchies 

Hierarchies come in two forms: symmetrical and asymmetrical (or ragged). Ragged hierarchies are common in most businesses, especially in Product and Organizational structures. A ragged hierarchy is a hierarchy in which not all child entries have parents at the same level. Ragged hierarchies are asymmetrical. For example, one Product could roll up into Product Sub-Group and then Product Group, and another could roll up into Product Group and Product Family. Ragged hierarchies are quite easy to support in a recursive relational structure, such as a BOM-like structure. The trouble is that recursive structures do not perform well in a relational environment.

Not all levels in a dimensional hierarchy need to be balanced. An account executive, for example, might report to a Market Unit or a Business Unit. In a star schema, a dimension table usually requires fixed columns for each level. Because of this, the star schema has considerable difficulty handling unbalanced or ragged hierarchies. BI tools circumvent this with code.

On the other hand, a pure dimensional model -- especially a star schema -- has great difficulty in supporting ragged hierarchies because the star schema flattens out the hierarchy and it is difficult to store and interpret the levels. Online analytical processing (OLAP) tools circumvent this, but it is the tool that circumvents it with rules and code, not the dimensional structure at all.

Because the star schema creates specific columns to handle each level, it requires that unbalanced hierarchies effectively be balanced so that the account executive, for example, is always at a specific level.

The data management industry should be neither for nor against dimensional modeling. In solving problems, we should not be asking, "Should we be using an ER or dimensional model?" Each has its place, but they are not competing for the same space. Remember, the dimensional model is a physical model applicable to some situations; it is not the only way to solve an analytical problem.

The important thing is to know data management and database design principles and how to apply them. Do not rely solely on patterns and metaphors.

One should be against the judgmental comparison of ER modeling and dimensional modeling because they address different problem domains. One should be against those dimensional modelers who show little knowledge of fundamental data management principles, pontificating to the world that it is acceptable to violate those principles. One should also be against traditional data modelers who always want to force the modeling into a given level of decomposition or abstraction without practical regard to the problem at hand. Data modeling is not an end in itself. The data modeler must learn to recognize the different requirements of analytical data.

In Part 1 of this article, we quoted an old expression: "Don't knock it 'til you've tried it." Here is a slight revision to this slogan: "Don't knock knocking it until you have tried trying it!"



Tom Haughey is the president of InfoModel, Inc., a training and consulting company specializing in data warehousing and data management. He has worked on dozens of data warehouses for more than a decade. Haughey was former CTO for Pepsi Bottling Group and director of enterprise data warehousing for PepsiCo. He may be reached at (201) 337-9094 or via e-mail at tom.haughey@InfoModelUSA.com.
Copyright 2005, SourceMedia and DM Review.



